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Abstract

Neural signed distance functions (SDFs) are emerging
as an effective representation for 3D shapes. State-of-the-
art methods typically encode the SDF with a large, xed-
size neural network to approximate complex shapes with
implicit surfaces. Rendering with these large networks is,
however, computationally expensive since it requires many
forward passes through the network for every pixel, making
these representations impractical for real-time graphics.
We introduce an ef cient neural representation that, for
the rst time, enables real-time rendering of high- delity
neural SDFs, while achieving state-of-the-art geometry
reconstruction quality. We represent implicit surfaces
using an octree-based feature volume which adaptively
ts shapes with multiple discrete levels of detail (LODSs),
and enables continuous LOD with SDF interpolation. We
further develop an ef cient algorithm to directly render our
novel neural SDF representation in real-time by querying
only the necessary LODs with sparse octree traversal. We
show that our representation is 2—3 orders of magnitude 2 25 3 35 4
more efcient in terms of rendering speed compared to Figure 1:Levels of Detail. Our representation pools features from
previous works. Furthermore, it produces state-of-the-art multiple scales to adaptively reconstruct high- delity geometry
reconstruction quality for complex shapes under both 3D with continuous level of detail (LOD). The sub gures show sur-

geometric and 2D image-space metrics. faces (blue) at varying LODs, superimposed on the corresponding

coarse, sparse octrees (orange) which contain the features of the
learned signed distance functions. These were directly rendered in
real-time using our ef cient sparse sphere tracing algorithm.

19.25 KB

1. Introduction

Advanced geometric modeling and rendering techniques
in computer graphics use 3D shapes with complex details,tive choice to scale up computer vision and graphics appli-
arbitrary topology, and quality, usually leveraging polygon cations. Prior worksd9, 33, 7, 9] have shown that neural
meshes. However, it is non-trivial to adapt those represen-networks can encode accurate 3D geometry without restric-
tations to learning-based approaches since they lack differtions on topology or resolution by learning the SDF, which
entiability, and thus cannot easily be used in computer vi- de nes a surface by its zero level-set. These works com-
sion applications such as learned image-based 3D reconmonly use a large, xed-size multi-layer perceptron (MLP)
struction. Recently, neural approximations of signed dis- as the learned distance function.

tance functions (neural SDFs) have emerged as an attrac- Directly rendering and probing neural SDFs typically re-

Authors contributed equally. lies on sphere tracind f], a root- nding algorithm that can
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Figure 2: We are able to t shapes of varying complexity, style, scale, with consistently good quality, while being able to leverage the

geometry for shading, ambient occlusidr], and even shadows with secondary ragsst viewed zoomed in.

require hundreds of SDF evaluatigper pixelto converge. We introduce the rst real-time rendering approach for
As a single forward pass through a large MLP-based SDF complex geometry with neural SDFs.

can require millions of operations, neural SDFs quickly be-
come impractical for real-time graphics applications as the
cost of computing ainglepixel in ates to hundreds of mil-
lions of operations. Works such as Davies et @lcjrcum-

We propose a neural SDF representation that can ef-
ciently capture multiple LODs, and reconstruct 3D
geometry with state-of-the-art quality (see Figdje

vent this issue by using a small neural network to over t We show that our architecture can represent 3D shapes
single shapes, but this comes at the cost of generality and  in a compressed format with higher visual delity than
reconstruction quality. Previous approaches also use xed- traditional methods, and generalizes across different

size neural networks, making them unable to express geom-  geometries even from a single learned example.
etry with complexity exceeding the capacity of the network.

In this paper, we present a novel representation for neu- Due to the real-time nature of our approach, we en-
ral SDFs that can adaptively scale to different levels of de- vision this as a modular building block for many down-
tail (LODs) and reconstruct highly detailed geometry. Our stream applications, such as scene reconstruction from im-
method can smoothly interpolate between different scalesages, robotics navigation, and shape analysis.
of geometry (see Figur® and can be rendered iaal-time
with a reasonable memory footprint. Similar to Davies et 2 Related Work
al. [9], we also use a small MLP to make sphere tracing
practical, but without sacri cing quality or generality. Our work is most related to prior research on mesh sim-

We take inspiration from classic surface extraction pli cation for level of detail, 3D neural shape representa-
mechanismss, 1] which use quadrature and spatial data tions, and implicit neural rendering.

]

structures storing distance values to nely discretize the Eu- | a\e| of Detail. Level of Detail (LOD) P9 in computer

clidean space such that simple, linear basis functions can regraphics refers to 3D shapes that are ltered to limit fea-
construct the geometry. In such. works, the resqlution ortreeyre variations, usually to approximately twice the pixel
d_epth determines the geometric Ie_vel_ of detall_(LOD) and gjze in image space. This mitigates ickering caused by
different LODs can be blended with interpolation. How- gjiasing, and accelerates rendering by reducing model com-
ever, they usually require high tree depths to recreate a SOpexity. While signal processing techniques can lter tex-
lution with satisfying quality. _ tures 9, geometry ltering is representation-speci ¢ and

In contrast, we discretize the space by using a spars€pg|ienging. One approach is mesh decimation, where a
voxel octree (SVO) and we store learned feature vectors in-aqh is simpli ed to a budgeted number of faces, vertices,
stead of signed distance values. These vectors can be dgs, edges. Classic methodss 20] do this by greedily re-
coded into scalar distances using a shallow MLP, allowing yoying mesh elements with the smallest impact on geomet-
us to trqncate the tree depth while mhentmg.the advantages;ic accuracy. More recent methods optimize for perceptual
of classic approaches (e.g., LOD). We additionally develop metrics p5, 24, €] or focus on simplifying topology 11].
a ray traversal algorithm tailored to our architecture, which n\1eshes suffer from discretization errors under low mem-
allows us to render geometry close to 10Gaster than  y constraints and have dif culty blending between LODs.
DeepSDF {9 Although direct comparisons with neural |n"contrast, SDFs can represent smooth surfaces with less

volumetric rendering methods are not possible, we reportmemory and smoothly blend between LODs to reduce alias-
frametimes over 500 faster than NeRFJ4] and 50 faster ing. Our neural SDFs inherit these properties.

than NSVF P6] in similar experimental settings.

In summary, our contributions are as follows: Neural Implicit Surfaces. Implicit surface-based meth-

ods encode geometry in latent vectors or neural network
weights, which parameterize surfaces through level-sets.



Query point Octree feature volume Voxel feature retrieval Trilinear interpolation Summed Surface Predicted

features extractor distance
z L
x - ¢ — X
% [ ] .
M + Ve

r X f@L

Figure 3:Architecture. We encode our neural SDF using a sparse voxel octree (SVO) which holds a collection of fBatliheslevels of
the SVO de ne LODs and the voxel corners contain feature vectors de ning local surface segments. Given querapdih©ODL , we
nd corresponding voxel¥., , trilinearly interpolate their cornerzs{P up toL and sum to obtain a feature vect{ix). Together withx,
this feature is fed into a small MLP | to obtain a signed distand® . We jointly optimize MLP parametersand featureZ end-to-end.

Seminal works}9, 33, 7] learn these iso-surfaces by encod- 3. Method
ing the shapes into latent vectors using an auto-decoder—a
large MLP which outputs a scalar value conditional on the
latent vector and position. Another concurrent line of work
[47, 45 uses periodic functions resulting in large improve-
ments in reconstruction quality. Davies et &l] proposes

Our goal is to design a representation which reconstructs
detailed geometry and enables continuous level of detalil,
all whilst being able to render at interactive rates. Figtire
shows a visual overview of our method. Secti®d pro-
vides a background on neural SDFs and its limitations. We

to over t neural networks to single shapes, allowing a com- th ¢ thod which des th | SDF |
pact MLP to represent the geometry. Works like Curriculum en present our method which encodes the neura na
sparse voxel octree in Secti@®2 and provide training de-

DeepSDF 1] encode geometry in a progressively grow- >~F = ; . : :
ing network, but discard intermediate representations. BSP-taIIS n Sect!orB_.a Our Te”d‘?””g algorithm tailored to our
representation is described in Sectia.

Net and CvxNet®, 10] learn implicit geometry with space-
partitioning trees. PIFW[, 47 learns features on a dense 3.1. Neural Signed Distance Functions (SDFs)
2D grid with depth as an additional input parameter, while ) 3

SDFs are functiong : R®* ! R whered = f(x)

other works learn these on sparse regular, [] or de- , : ; )
formed [14] 3D grids. PatchNets/] learn surface patches, is the shortessigneddistance from a poink to a surface
S = @/ of avolumeM R3, where the sign indicates

de ned by a point cloud of features. Most of these works hethen is insi . hs is imolicit
rely on an iso-surface extraction algorithm like Marching Whethex isinside or outside dft . As suchS isimplicitly
represented as the zero level-set of

Cubes Pd] to create a dense surface mesh to render the ob-
ject. In contrast, in this paper we present a method that S= x2R® f(x)=0 : (1)

directly renders the shape at interactive rates.
A neural SDF encodes the SDF as t

Neural Rendering for Implicit Surfaces. Many works fo- parameters of a neural networkf .
cus on rendering neural implicit representations. Niemeyer Retrieving the signed distance for
et al. [36] proposes a differentiable renderer for implicit sur- point x 2 R® amounts to computing
faces using ray marching. DIST ] and SDFDiff [27] f (x) = ® The parameters are optimized with the
present differentiable renderers for SDFs using sphere traclossJ( ) = Ex4L f (x);d , whered is the ground-truth

ing. These differentiable renderers are agnostic to the ray-signed distance and is some distance metric such laé-
tracing algorithm; they only require the differentiability distance. An optional input “shape” feature vead® R™

with respect to the ray-surface intersection. As such, wecan be used to condition the network to t different shapes
can leverage the same techniques proposed in these workwith a xed

to make our renderer also differentiable. NeRFE][learns To render neural SDFdirectly, ray-tracing can be done
geometry as density elds and uses ray marching to visual- with a root- nding algorithm such as sphere tracingl].

ize them. IDR [(] attaches an MLP-based shading func- This algorithm can perform up to a hundred distance queries
tion to a neural SDF, disentangling geometry and shading.per ray, making standard neural SDFs prohibitively expen-
NSVF [2€] is similar to our work in the sense that it also en- sive if the network is large and the distance query is too
codes feature representations with a sparse octree. In conslow. Using small networks can speed up this iterative ren-
trast to NSVF, our work enables level of detail and uses dering process, but the reconstructed shape may be inaccu-
sphere tracing, which allows us to separate out the geometryrate. Moreover, xed-size networks are unable to t highly
from shading and therefore optimize ray tracing, something complex shapes and cannot adapt to simple or far-away ob-
not possible in a volumetric rendering framework. As men- jects where visual details are unnecessary.

tioned previously, our renderer is two orders of magnitude In the next section, we describe a framework that ad-
faster compared to numbers reported in NSYH [ dresses these issues by encoding the SDF using a sparse




voxel octree, allowing the representation to adapt to differ- whereL = bCcand = C b Ccis the fractional part,
ent levels of detail and to use shallow neural networks to allowing us to smoothly transition between LODs (see Fig-
encode geometry whilst maintaining geometric accuracy. ure1). This simple blending scheme only works for SDFs,
and does not work well for density or occupancy and is ill-
de ned for meshes and point clouds. We discuss how we
Framework. Similar to standard neural SDFs, we repre- set the continuous LOD at render-time in Sectio8.4.
sent SDFs using parameters of a neural network and an ad:
ditional learned input feature which encodes the shape. In-
stead of encoding shapes using a single feature veasr We ensure that each discrete lelcebf the SVO repre-
in DeepSDF §9], we use a feature volume which contains sents valid geometry by jointly training each LOD. We do
acollectionof feature vectors, which we denote By so by computing individual losses at each level and sum-
We storeZ in a sparse voxel octree (SVO) spanning the ming them across levels:
bounding volumeB = [ 1;1]. Each voxeV in the SVO
holds a learnable feature vectdf 2 Z ateach of its eight L K P 2,
corners (indexed bjy), which are shared if neighbour voxels I(5 2) = By bzl Z) d -
exist. Voxels are allocated only if the vox¥l contains a L=t
surface, making the SVO sparse. We then stochastically optimize the loss function with re-
Each level 2 N of the SVO de nes a LOD for the ge-  spect to both 1., andZ. The expectation is estimated
ometry. As the tree depth in the SVO increases, the sur- with importance sampling for the poinis 2 B. We use
face is represented with ner discretization, allowing recon- samples from a mixture of three distributions: uniform sam-
struction quality to scale with memory usage. We denote ples inB, surface samples, and perturbed surface samples.
the maximum tree depth ds,,x. We additionally employ  We detail these sampling algorithms and speci c training

3.2. Neural Geometric Levels of Detalil

3.3. Training

4

small MLP neural network$ |, , denoted as decoders, hyperparameters in the supplementary materials.
with parametersq. . = 1; : : :; Lmaxg for each LOD. . .
To compute an SDF for a query poirt 2 R® at the 3.4. Interactive Rendering
desired LODL, we traverse the tree up to levelto nd Sphere Tracing. We use sphere tracing J] to render our
all voxelsVy;. = fVy;:::;Vi g containingx. For each  representation directly. Rendering an SVO-based SDF us-
level * 2 f 1;:::;Lg, we compute a per-voxel shape vec- ing sphere tracing, however, raises some technical implica-

tor (x;5;2) by trilinearly interpolating the corner features  tions that need to be addressed. Typical SDFs are de ned

of the voxels a. \e sum the features across the levels onall of R®. In contrast, our SVO SDFs are de ned only for

togetz(x;L;Z) = -, (x;’;Z), and pass them into  voxelsV which intersect the surface geometry. Therefore,
the MLP with LOD-speci c parameters . Concretely, we  proper handling of distance queries made in empty space is
compute the SDF as required. One option is to use a constant step sigeray

_ L . marching, but there is no guarantee the trace will converge
8 = f c azOGL 201 @) because the step can overshoot.
where[ ; ]denotes concatenation. This summation across Instead, at the beginning of the frame we rst perform a
LODs allows meaningful gradients to propagate acrossray-SVO intersection (details below) to retrieve every voxel
LODs, helping especially coarser LODs. V at each resolutionthat intersects with the ray. Formally,
Since our shape vectom)’ now only represent small  if r(t) = o + td, t > Ois a ray with originxo 2 R® and
surface segments instead of entire shapes, we can move th@irectiond 2 R3, we letV- (r) denote the depth-ordered set
computational complexity out of the neural netwérkand ~ of intersected voxels by at level".
into the feature vector query: R® ! R™, which amounts Each voxel inV-(r) contains the intersected ray index,
to a SVO traversal and a trilinear interpolation of the voxel Voxel position, parent voxel, and pointers to the eight corner
features. This key design decision allows us to use veryfeature vectorsxv We retrieve pointers instead of feature
small MLPs, enabling signi cant speed-ups without sacri- Vectors to save memory. The feature vectors are stored in
cing reconstruction quality. a atenned array, and the pointers are precalculated in an
initialization step by iterating over all voxels and nding

crete, we are abIe to smoothly interpolate between them To

obtain a desiredontinuoud. OD C 1, we blend between
different discrete octree LODIs by linearly interpolating
the corresponding predicted distances:

Adaptive Ray Stepping. For a given ray in a sphere
trace iteratiork, we perform a ray-AABB intersectiors[]
against the voxels in the target LOD levetlto retrieve the
rstvoxel V| 2V (r) that hits. Ifx, 2V, , we advance
@E =1 )&1_ . 3) to the ray-AABB intersection point. iy 2 V, , we query



each iteration, we determine the ray-voxel pairs that result
in intersections in [BECIDE, which returns a list oflecisions
D with D; = 1 if the ray intersects the voxel ardl; = 0
otherwise (line 4). Then, we usexELUSIVESUM to com-
QXO pute the exclusive sur8 of list D, which we feed into the
next two subroutines (line 5). If we have not yet reached
Octree intersection Sphere tracing our desired LOD level, we use $BDIVIDE to populate

Figure 4: Adaptive Ray Steps. When the query point imside  the nextlistN € * with child voxels of thOS‘Nj( ) that the

a voxel (e.g.x), trilinear interpolation is performed on all cor- ray intersects and continue the iteration (line 9). Otherwise,

responding voxels up to the base octree resolution to compute aye use @MPACTIFY to remove aIIN]-( ) that do not result

sphere tracing step (right). When the query poititsidea voxel in an intersection (line 7). The result is a compact, depth-

(e.g.y), ray-AABB intersection is used to skip to the nextvoxel.  ordered list of ray-voxel intersections for each level of the
octree. Note that by analyzing the octant of space that the

our feature volume. We recursively retrieve all parent vox- ray origin falls into inside the voxel, we can order the child

elsV. correspondingtothe coarserleveldf 1;::;;L 1g, voxels so that the list of ray-voxel paité(-) will be or-
resulting in a collection of voxelg;., . We then sumthetri-  dered by distance to the ray origin.
linearly interpolated features at each node. Note the parent

nodes always exist by construction. The MLP then pro- LOD Selection. We choose the LOMIr for rendering with
duces a conservative distarfeto move in directiord, and a depth heuristic, wherE transitions linearly with user-
we take a standard sphere tracing step: Xk + (91_ d. de ned thresholds based on distance to object. More prin-

If Xk+1 is now in empty space, we skip to the next voxel cipled approaches exist][ but we leave the details up to
in Vi (r) along the ray and discard the rayf none exists.  the user to choose an algorithm that best suits their needs.
If xk+1 is inside a voxel, we perform a sphere trace step.
This repeats until all rays miss or if a stopping criterion is 4, Experiments
reached to recover a hit poirt 2 S. The process is il-
lustrated in Figure!. This adaptive stepping enables voxel ~ We perform several experiments to showcase the ef-
sparsity by never having to query in empty space, allow- fectiveness of our architecture. We rst t our model to
ing a minimal storage for our representation. We detail the 3D mésh models from datasets including ShapeNgt [
stopping criterion in the supplementary material. Thingi10K [51], and select models from TurboSqtjcnd

evaluate them based on both 3D geometry-based metrics as

Sparse Ray-Octree Intersection. We now describe our  well as rendered image-space metrics. We also demonstrate
novel ray-octree intersection algorithm that makes use of athat our model is able to t complex analytic signed distance
breadth- rst traversal Strategy and paraHEI scan kerni:“!i]s [ functions with unique properties from Shade?toWe addi-
to achieve high performance on modern graphics hardwaretjonally show results on real-time rendering, generalization
Algorithm 1 provides pseudocode of our algorithm. We to multiple shapes, and geometry simpli cation.
provide subroutine details in the supplemental material. The MLP used in our experiments has only a single hid-
den layer with dimensioh = 128 with a ReLU activation
Algorlthm 1 lterative, para”8|, breadth- rst octree traversal in the intermediate |ayer, thereby being Signi Cant]y smaller

1: procedure RAY TRACEOCTREEL; R) and faster to run than the networks used in the baselines we
2 N i(0) f i;0gi=0;:::jRj 1 compare against, as shown in our experiments. We use a
3  for =0tolL do SVO feature dimension aih = 32. We initialize voxel

4: D Decipg(R;N();Y) featuresz 2 Z using a Gaussian prior with=0:01

Z ? :Elf(tcr:‘gns'VESUM(D) 4.1. Reconstructing 3D Datasets

7: NC)  CompAcTIFY(N();D:S) We t our architecture on several different 3D datasets,
8: else to evaluate the quality of the reconstructed surfaces. We
o: NC+D  suebivibE(N();D;S) compare against baselines including DeepS&F, [Fourier

Feature Networks/[7], SIREN [45], and Neural Implic-

This algorithm rst generates a set of rags(indexed by its (NI) [9]. These a_lrchitectures show state-of-the-art per-
i) and stores them in an arr&y© of ray-voxel pairs, which formancg on over tting to 3D shapes and als_o have source
are proposals for ray-voxel intersections. We initialize each ¢0d€ available. We reimplement these baselines to the best

N. i(0) 2 N© with the root node, the octree’s top—level voxel Ihttps://www.turbosquid.com
(line 2). Next, we iterate over the octree leveldine 3). In 2https://www.shadertoy.com
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ShapeNet150] Thingi32 [51] TurboSquid16

Storage (KB) # Inference Param gloU" Chamferk! # glou" Chamfert! # iloU# Normaldl?# gloU" Chamfert!#
DeepSDF 9] 7186 1839614 86.9 0.316 96.8 0.0533 97.6 0.180 93.7 0.211
FEN [47] 2059 526977 88.5 0.077 97.7 0.0329 95.5 0.181 92.2 0.362
SIREN [45] 1033 264449 78.4 0.381 95.1 0.0773 92.9 0.208 82.1 0.488
Neural Implicits P] 30 7553 82.2 0.500 96.0 0.0919 93.5 0.211 82.7 0.354
Ours/LOD 1 96 4737 84.6 0.343 96.8 0.0786 91.9 0.224 79.7 0.471
Ours/LOD 2 111 4737 88.3 0.198 98.2 0.0408 94.2 0.201 87.3 0.283
Ours/LOD 3 163 4737 90.4 0.112 99.0 0.0299 96.1 0.184 91.3 0.162
Ours/LOD 4 391 4737 91.6 0.069 99.3 0.0273 97.1 0.170 94.3 0.111
Ours/LOD 5 1356 4737 91.7 0.062 99.4 0.0271 98.3 0.166 95.8 0.085
Ours/LOD 6 9826 4737 - - - - 98.5 0.167 96.7 0.076

Table 1:Mesh Reconstruction. This table shows architectural and per-shape reconstruction comparisons against three different datasets.

We see that under all evaluation schemes, our architecture starting from LOD 3 performs much better despite having much lower storage
and inference parameters. The storage for our representation is calculated based on the average sparse voxel counts across all shapes in all
datasets plus the decoder size, &rdference Parammeasures network parameters used for a single distance query.

of our ability using their source code as references, and pro-
vide details in the supplemental material.

Mesh Datasets. Table 1 shows overall results across
ShapeNet, ThingilOK, and TurboSquid. We sample 150,
32, and 16 shapes respectively from each dataset, and ovel ..

t to each shape using 100, 100 and 600 epochs respec- o i .
tively. For ShapeNet150, we use 50 shapes each from the | o

car, airplane and chair categories. For Thingi32, we use L\ -
32 shapes tagged asans ShapeNet150 and Thingi32 are —
evaluated using Chamfér! distance (multiplied byl0®) ¢St

and intersection over union over the uniformly sampled '\ JNGS e
points (gloU). TurboSquid has much more interesting sur- ‘1\_»}“}?3‘ TN
face features, so we use both the 3D geometry-based met==="+= = s

rics as well as image-space metrics based on 32 multi-view
rendered images. Specically, we calculate intersection
over union for the segmentation mask (iloU) and image- Figure 5:Comparison on TurboSquid. We qualitatively compare

space normal alignment usig-distance on the mask in- the mesh reconstructions. Only ours is able to recover ne details,

tersection. The shape complexity roughly increases over theW'th speeds 50 faster than FFN and comparable to NI. We render

datasets. We train 5 LODs for ShapeNet150 and Thingi32,Surface normals to highlight geometric details.
and 6 LODs for TurboSquid. For dataset preparation, we
follow DualSDF [L 7] and normalize the mesh, remove inter-

nal triangles, and sign the distances with ray stabbiij [ gpecial Case Analytic SDFsWe also evaluate reconstruc-
Storage (KB) corresponds to the sum of the decoder sizetion on two particularly dif cult analytic SDFs collected
and the representation, assuming 32-bit precision. For ourfrom Shadertoy. Th®Idcar model is a highly non-metric
architecture, the decoder parameters consist of 90 KB of SDF, which does not satisfy the Eikonal equatjiorfi j = 1
the storage impact, so the effective storage size is smallefand contains discontinuities. This is a critical case to han-
for lower LODs since the decoder is able to generalize to dle, because non-metric SDFs are often exploited for spe-
multiple shapes. Th& Inference Paramsare the number of  cial effects and easier modeling of SDFs. Tandelbulb
parameters required for the distance query, which roughlyis a recursive fractal with in nite resolution. Both SDFs are
correlates to the number of ops required for inference.  de ned by mathematical expressions, which we extract and
Across all datasets and metrics, we achieve state-of-the-sample distance values from. We train these analytic shapes
art results. Notably, our representation shows better resultfor 100 epochs against 10° samples per epoch.
starting at the third LOD, where we have minimal storage  Only our architecture can capture the high-frequency de-
impact. We also note our inference costs are xed at 4 737 tails of these complex examples to reasonable accuracy. No-
oats across all resolutions, requiring 99% less inference tably, both FFN {7] and SIREN [i5] seem to fail entirely;
parameters compared to FFINJ and 37% less than Neural this is likely because both can only t smooth distance elds
Implicits [9], while showing better reconstruction quality and are unable to handle discontinuities and recursive struc-

NI [9] FFN [47] Ours/LOD 6 Reference

(see Figurés for a qualitative evaluation).



DeepSDF §9 FFEN [47] SIREN [45] Neural Implicits P] Ours/LOD5 Reference

Figure 6: Analytic SDFs. We test against two dif cult analytic SDF examples from Shadertoy; Gdcar, which contains a highly
non-metric signed distance eld, as well as tlandelbully which is a recursive fractal structure that can only be expressed using implicit
surfaces. Only our architecture can reasonably reconstruct these hard cases. We render surface normals to highlight geometric details.

Method / LOD 1 2 3 4 5 sure frametime as the CUDA time for the sphere trace and
DeepSDF (100 epochs}{]  0.0533 0.0533 0.0533 0.0533 0.0533 normal computation. Thé Visible Pixelscolumn shows
FFN (100 epochsy[/] 0.0329 0.0329 0.0329 0.0329 0.0329 the number of pixels occupied in the image by the model.
Ours (30 epochs) 01197 0.0572 0.0345 0.0285 0.0278 We see that both our naive PyTorch renderer and sparse-
Ours (30 epochs, pretrainec 0.1018 0.0499 0.0332 0.0287 0.0279 imized CUDA d f b h he b

Ours (100 epochs) 0.0786 0.0408 0.0299 0.0273 0.0271 optimize renderer perform better than the base-

lines. In particular, the sparse frametimes are more than
Table 2: Chamfer-L* Convergence. We evaluate the perfor- 100  faster than DeepSDF while achieving better visual
mance of our architecture on the Thingi32 dataset qnder dlfferentqua"ty with less parameters. We also notice that our frame-
training settings and report faster convergence for higher LODs. times decrease signi cantly as LOD decreases for our naive
renderer but less so for our optimized renderer. This is be-
cause the bottleneck of the rendering is not in the ray-octree
Convergence We perform experiments to evaluate training intersect—which is dependent on the number of voxels—
convergence speeds of our architecture. Taldbows re-  but rather in the MLP inference and miscellaneous memory
construction results on Thingi32 on our model fully trained 1/0. We believe there is still signi cant room for improve-
for 100 epochs, trained for 30 epochs, and trained for 30 ment by caching the small MLP decoder to minimize data
epochs from pretrained weights on the Stanford Lucy statuemovement. Nonetheless, the lower LODs still bene t from
(Figure1). We nd that our architecture converges quickly lower memory consumption and storage.
and achieves better reconstruction even with roughly 45%
the training time of DeepSDRBE] and FFN [ 7], which are
trained for the full 100 epochs. Finetuning from pretrained e now show that our surface extraction mechanism can
weights helps with lower LODs, but the difference is small. generalize to multiple shapes, even from being trained on
Our representation swiftly converges to good solutions. 3 singleshape. This is important because loading distinct
weights per object as in9[ 45] incurs large amounts of
memory movement, which is expensive. With a general sur-
We also evaluate the inference performance of our archi-face extraction mechanism, the weights can be pre-loaded
tecture, both with and without our rendering algorithm. We and multi-resolution voxels can be streamed-in on demand.
rst evaluate the performance using a naive Python-based Table4 shows results on Thingi32. DeepSD#], FFN
sphere tracing algorithm in PyTorch(]], with the sameim-  [47] and Ours (over t) are all over t per shape. Ours (gen-
plementation across all baselines for fair comparison. Foreral) rst over ts the architecture on the Stanford Lucy
the Python version of our representation, we store the fea-model, xes the surface extraction network weights, and
tures on a dense voxel grid, since a naive sphere tracer cantrains only the sparse features. We see that our representa-
not handle sparsity. For the optimized implementation, we tion fares better, even against large networks that are over-
show the performance of our representation using a renderertting to each speci c shape examples. At the lowest LOD,
implemented using libtorch![)], CUB [37], and CUDA. the surface extractor struggles to reconstruct good surfaces,
Table 3 shows frametimes on the TurboSquidMech as expected; the features become increasingly high-level
scene with a variety of different resolutions. Here, we mea- and complex for lower LODs.

tures. See Figuré for a qualitative comparison.

4.3. Generalization

4.2. Rendering Performance



Frametimes (ms) / Improvement Factor

Resolution  # Visible Pixels DeepSDF 9] FFEN [47] SIREN [45] NI [9] Ours (N)/LOD 4 Ours (N)/LOD6 Ours(S)/LOD4 Ours(S)/LOD6
640 480 94624 1693 / 57 1058 / 35 595 / 20 342/ 11 164 /5 315/ 11 28 30/1
1280 720 213937 4901 / 96 2760 /54 1335/ 26 407 /8 263 /5 459 / 9 50 51/1
1920 1080 481828 10843 /119 5702/62 2946/ 32 701/8 473 /5 78419 93 91/1

Table 3:Rendering Frametimes.We show runtime comparisons between different representations, where (N) and (S) correspond to our
naive and sparse renderers, respectively. We compare baselines against Ours (Sparse) at LOD 6. # Visible Pixels shows the number of
pixels occupied by the benchmarked scene (TurboSqitech), and frametime measures ray-tracing and surface normal computation.

Chamfert. ! # servative budget to bene t the mesh representation.
Method / L 1 2 3 4 5 . . L
DeepSDF (over t per shapepf] 0.0533 0.0533 0.0533 0.0533 0.0533 FIgure? shows results on the Lion statue from Thlng|32.
FFN (over t per shape)q7] 0.0322 0.0322 0.0322 0.0322 0.0322 We see that as the memory budget decreases, the relative ad-
Ours (over t per shape) 0.0786 0.0408 0.0299 0.0273 0.0271 vantage on the perceptual quality of our method increases,
Ours (general) _ o n e o as evidenced by the image-based normal error. The SDF

Table 4:Generalization. We evaluate generalization on Thingi32. ~Can represent smooth features easily, whereas the mesh suf-
Ours (general) freezes surface extractor weights pretrained on ders from discretization errors as the face budget decreases.
single shape, and only trains the feature volume. Even against Our representation can also smoothly blend between LODs

large over t networks, we perform better at high LODs. by construction, something dif cult to do with meshes.
Q

g

3 5. Limitations and Future Work

] LN

[@)) A

i In conclusion, we introducebtleural Geometric LOD

a representation for implicit 3D shapes that achieves state-
of-the-art geometry reconstruction quality while allowing
real-time rendering with acceptable memory footprint. Our

[

g model combines a small surface extraction neural network
with a sparse-octree data structure that encodes the geom-
etry and naturally enables LOD. Together with a tailored

Ref sphere tracing algorithm, this results in a method that is both
T oe0r  CrameiiF MU NemalliF computationally performant and highly expressive.
. 1 944 0.052 974 0.096 Our approach heavily depends on the point samples used
Decimation [l5] 2 97.4 0.026 98.7 0.069 . .. . .
3 991 0.019 99.5 0.044 during training. Therefore, scaling our representation to ex-
1 96.0/+1.6 006340011 964/ 1.0 0.044/ 0.052 tremely large scenes or very thin, volume-less geometry is
Ours 2 or8lv04 00%0/0004 Sr6l L1 00381 0034 dif cult. Furthermore, we are not able to easily animate or

deform our geometry using traditional methods. We iden-
Figure 7: Comparison with Mesh Decimation. At low memory  tify these challenges as promising directions for future re-
budgets, Qur model is able to maintain visual details better than search. Nonetheless, we believe our model represents a ma-
mesh decimation, as seen from lower norialerror. jor step forward in neural implicit function-based geometry,
being, to the best of our knowledge, the rst representation
of this kind that can be rendered and queried in real-time.
We hope that it will serve as an important component for
many downstream applications, such as scene reconstruc-
tion, ultra-precise robotics path planning, interactive con-

4.4. Geometry Simpli cation

In this last experiment, we evaluate how our low LODs
perform against classic mesh decimation algorithms, in par-
ticular edge collapse.[] in libigl [ 21]. We compare against ,
mesh decimation instead of mesh compression algorithmd €Nt creation, and more.

[1] because our model can also bene t from compression

andmesh decodin@ncurs additional runtime cost. We rst  AcknowledgementsWe thank Jean-Francois La eche, Pe-
evaluate our memory impact, whith = (m+1) jVi._J ter Shirley, Kevin Xie, Jonathan Granskog, Alex Evans, and
bytes wheram + 1 is the feature dimension along with the Alex Bie for interesting discussions throughout the project.
Z-order curve §5] for indexing, andVi. . J is the octree  We also thank Jacob Munkberg, Peter Shirley, Alexander
size. We then calculate the face budgeFas M=3 since Majercik, David Luebke, Jonah Philion, and Jun Gao for
the connectivity can be arbitrary. As such, we choose a con-help with paper review.
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Surface. We have two separate sampling algorithms, one  The shadows in the renders are obtained by tracing

for meshes and one for signed distance functions. Forshadow rays using sphere tracing. We also enable SDF am-

meshes, we rst compute per-triangle areas. We then se-bient occlusion [Z7] and materials through matcapsd].

lect random triangles with a distribution proportional to the Surface normals are obtained using nite differences. As

triangle areas, and then select a random point on the triannoted in the main paper, the frametimes measured only in-

gle using three uniformly distributed random numbers and clude the primary ray trace and normal computation time,

barycentric coordinates. For signed distance functions, weand not secondary effects (e.g. shadows).

rst sample uniformly distributed points iB. We then

choose random points on a sphere to form a ray, and tesB. Experiment Details

if the ray hits the surface with sphere tracing. We continue .

sampling rays until we nd enough rays that hit the surface. B.1. Baselines
. . In this section, we outline the implementation details

Near. We can additionally sample near-surface points of gy DeepSDF $9], Fourier Feature Network (FFNY[],

a mesh by taking the surface samples, and perturbing thes|REN [25], and Neural Implicits §]. Across all baselines,
vector with random Gaussian noise with= 0:01. we do not use an activation function at the very last layer to
A.3. Training avoid restrictions on the range of distances the models can

output. We nd this does not signi cantly affect the results.
All training was done on a NVIDIA Tesla V100 GPU
using PyTorch 40] with some operations implemented in DeepSDF.We implement DeepSDF as in the paper, but
CUDA. All models are trained with the Adam optimizer remove weight normalization’f], since we observe im-
[27] with a learning rate oD:001, using a set 0600 000 proved performance without it in our experimental settings.
points resampled at every epoch with a batch size of 512.We also do not use latent vectors, and instead use just the
These points are distributed in a 2:2:1 split of surface, near,Spatial coordinates as input to over t DeepSDF to each spe-
and uniform samples. We do not make use of positional Ci € shape.
encodings on the input points.
We train our representation summing together the loss

functions of the distances at each LOD (see Equatign (  '0Wing the paper, and choose= 8 as it seems to provide
We useL 2-distance for our individual per-level losses. For € best overall trade-off between high-frequency noise and

ShapeNet150 and Thingi32, we train all LODs jointly. For detail. We acknowledge that the reconstruction quality for

TurboSquid16, we use a progressive scheme where we traify TN is very sensitive to the choice of this hyperparameter;

the highest LODL max rst, and add new trainable levels .howeve.r, we nd that it is time—'consuming and therefore
"= Lmax LLmax 2:::everylOOepochs. This train- impractical to search for the optimalper shape.

ing scheme slightly bene ts lower LODs for more complex
shapes.

Fourier Feature Network. We also implement FFN fol-

SIREN. We implement SIREN following the paper, and

. . L . also utilize the weight initialization scheme in the paper.
We brie y experimented with different choices of hyper- We do not use the the Eikonal regularigerf j = 1 for our

parameters for different architectures (notably for the base-I ss function (and use a simplét-loss function across all

lines), but discovered these sets of hyperparameters Worke%)aselines), because we nd that it is important to be able
well across all models.

to t non-metric SDFs that do not satisfy the Eikonal equa-
A.4. Rendering tion constraints. Non-metric SDFs are heavily utilized in

practice to make SDF-based content creation easier.
We implement our baseline renderer using Python and

PyTorch. The sparse renderer is implemented using CUDA,Neural Implicits. We implement Neural Implicits without
cub [37], and libtorch [i(]. The implementation takes care- any changes to the paper, other than using our sampling
ful advantage of kernel fusion while still making the algo- scheme to generate the dataset so we can control training
rithm agnostic to the architecture. The ray-AABB intersec- variability across baselines.

tion uses Marjercik et. al.3[]]. SectionC provides more
details on the sparse octree intersection algorithm.

In the sphere trace, we terminate the algorithm for each Geometry Metrics. Computing the Chamfer distance
individual ray if the iteration count exceeds the maximum or requires surface Samp|es, of both the ground_truth mesh as
if the stopping criteri@ <  is reached. We set= 0:0003 well as the predicted SDF. Typically, these are obtained for
In addition, we also check that the step is not oscillating: the predicted SDF sampling the mesh extracted with March-
j&( & 1) < 6 and perform far plane clipping with depth  ing Cubes P& which introduces additional error. Instead,

5. We bound the sphere tracing iteration& te 200. we obtain samples by sampling the SDF surface using ray

B.2. Reconstruction Metrics
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tracing. We uniformly samplé'’ = 131072 points in the D isde ned as

bounding volumeB, each assigned with a random spheri- (

cal direction. We then trace each of these rays using sphere S = B . ifi =0,

tracing, and keep adding samples until the minimum num- : J!:01 D; otherwise

ber of points are obtained. The stopping criterion is the

same as discussed 4. We use the Chamfer distance Note that while this de nition appears inherently serial,

as implemented in PyTorch3B []. fast parallel methods forEcLUSIVESUM are available that

Image Metrics. We compute the Normdl? score by sam- treat the pr_oblem asa series of parallel reductiom§ tl
The exclusive sum is a powerful parallel programming con-

pling 32 evenly distributed, xed camera positions using a i ! " ' .
spherical Fibonacci sequence with radius 4. Images are renStruct that provides the index for writing data into a list from

dered at resolutiof12 512and surface normals are evalu- |ndeﬁgndengthread§ w:c}hout CO(T |ctsd(wr|te haza:jds).

ated against interpolated surface normals from the reference This can be seen in the pseu 0co gfor proce ,WC
mesh. We evaluate the normal error only on the intersec-PACTIFY called at the nal step of iteration in Algorithm 1.:
tion of the predicted and ground-truth masks, since we sepa-

rately evaluate mask alignment with intersection over union 1: pm(f:edUITetCZOfMOF_JA_C_T_'.FNY((!\)I o f ' dS)_ llel
(iloV). We use these two metrics because the shape silhou- 2: Orﬁ D, = 1,t.h. ) ) fgdoinparale
ettes are perceptually important and surface normals drive 3: ! li B S en

the shading. We use 4 samples per pixel for both images, g Nf(‘+l)t NE‘)

and implement the mesh renderer using Mitsubaz [ ‘
6:  return NC*D

The CoMPACTIFY subroutine removes all ray-voxel pairs
that do not result in an intersection (and thus do not con-

We provide more details for the subroutines appearing tribute t0S). This routine is run in parallel ovér(line 2).
in Algorithm 1. Pseudo code for the procedure@peis ~ WhenD = 1, meaning voxeV, was hit (line 3), we copy

C. Sparse Ray-Octree Intersection

listed below: the ray/voxel index pair frorrNE‘) to its new locationk
\ obtained from the exclusive sum res8it (line 4), N ¢ 1
1: procedure DECIDE(R; Nf ):%) (line 5). We then return the new listC *V) to the caller.
2 forall t 2f0;: ¥ (iNO)j  1gdo in parallel If the iteration has not reached the nal step, il L
3 fiijg N in Algorithm 1, we call ¥8DIVIDE listed below:
4 if Ri\ V') then \
5. it~ = L then 1: procedure SUBDIVIDE(N();D; S)
6 D, 1 2 forall t2f0;:::;jNCO)j 1gdoin parallel
. else 3 if Dy 6 0 then
8 Di  NUMCHILDREN(V, ) 4: fijg N{’
| 5: k S R
o elise 6 for c2 ORDEREDCH|LDREN(Ri;V-( )) do
10: D 0 . J
7 N e
11:  return D k ' CY
8 k k+1
9 return N *1

The DecIDE procedure determines the voxel-ray pairs

that result in intersections. The procedure runs in parallel the 9)ppIVIDE populates the next lisi € 9 by subdivid-
over (threadsj (line 2). For eacht, we fetch the ray and  jng outN (). This routine is run in parallel over(line 2).

vczx)el _|nd|ceS| andj (I|r_1e 3). If ray R; intersects voxel WhenD, 6 0, meaning voert( ) was hit (line 3), we do

;' (line 4), we check if we have reached the nal letel e following: We load the ray/voxel index pdir; j g from

(line 5). If so, we write al into list D at positiont (line N (line 4). The output indek for the rst child voxel in-

6). Otherwise, we write the BMCHILDREN of Vj( )(ie.,  dexis obtained (line 5). We then iterate over the ordered

the number of occupied children of a voxel in the octree) children of the current voxat.( using iterator ®DERED-

into list D at positiont (line 8). If rayR; does notintersect  cyLpren (line 6). This iterator returns the child voxels of

Voxel\/j( ), we writeOinto listD at pOSitiort (”ne 10) The \/J() in front-to-back order with respect to r@i . This or-

resulting listD is returned to the caller (line 11). dering is only dependant on which of the 8 octants of space
Next, we compute the Exclusive Sumdfand store the  contains the origin of the ray, and can be stored in a pre-

resulting list inS. The Exclusive Sun of a list of numbers ~ computed8 8 table. We write the ray/voxel index pair to

12



the new listN ( *1) at positiork (line 7). The output indek
is incremented (line 8), and the resulting list of (subdivided)
ray/voxel index pairs (line 9).

D. Additional Results

More result examples from each dataset used can be
found in the following pages. We also refer to our supple-
mentary video for a real-time demonstration of our method.
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Mech, Felipe Alfonso Cheesg Florian Berger Qldcar),
Gary Warne Klobiug, Inigo Quilez Snail, klk (Teapo},
Martijn Steinrucken $nakg, Max 3D Design Robo),
monsterkodi $kull), QE3D (Parthenorn, RaveeCGldorse-
man), samrus (City), the Stanford Computer Graphics Lab
(Lucy), TheDizajn Boaf), Xor (Burger, Fish), your artist
(Chameleoh and zames199Z@athedra).
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Figure 8: Additional TurboSquid16 Results. FFN exhibits white patch artifacts (e.g. City and Cabin) because it struggles to learn a
conservative metric SDF, resulting in the sphere tracing algorithm missing the surface entirely. Best viewed zoomed in.
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Figure 9:Additional Thingi32 Results. Best viewed zoomed in.
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Figure 10: Additional ShapeNet150 Results.Our method struggles with thin at features with little to no volume, such as Jet ghter
wings and the back of the Chair. Best viewed zoomed in.
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